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Abstract 

 

A possible origin of novel coding sequences is the removal of stop codons, leading to the 

inclusion of 3' UTRs within genes. We classified changes in the position of stop codons 

in closely related Saccharomyces species and in a mouse/rat comparison as either 

additions to or subtractions from coding regions. In both cases, the position of stop 

codons is highly labile, with more subtractions than additions found. The subtraction bias 

may be balanced by the input of new coding regions through gene duplication. 

Saccharomyces shows less stop codon lability than rodents, probably due to greater 

selective constraint. A higher proportion of 3' UTR incorporation events preserve frame 

in Saccharomyces. This higher proportion is consistent with the action of the [PSI+] prion 

as an evolutionary capacitor to facilitate 3' UTR incorporation in yeast. 

 



 3 

Introduction 

 

The origin of new protein-coding sequences is of great interest to understanding 

evolutionary innovation. New protein-coding sequence can result from gene duplication 

(Ohno 1970; Lynch and Conery 2000), from rearrangements between genes (Long and 

Langley 1993; Yun et al. 1999; Powell et al. 2000; Leong et al. 2003; Conant and 

Wagner 2005), from the insertion of new nucleotide sequences (Claverie and Ogata 

2003), or from the inclusion of nucleotide sequences that were formerly non-coding 

(Levine et al. 2006). 

 

One major route by which non-coding regions are believed to become coding is via 

alternative splicing (Modrek and Lee 2003). Alternative splicing is associated with an 

increased rate of exon creation and loss (Modrek and Lee 2003). 25 instances of the 

addition of novel sequence have been implicated in alternative splicing, most likely 

through intron inclusion, while 48 cases were found in which alternative splicing led to 

loss of sequence, usually through exon skipping (Kondrashov and Koonin 2003). 

Alternative splicing is also the most likely mechanism by which transposable elements 

are incorporated into coding sequences (Nekrutenko and Li 2001) 

 

Just as novel sequences can be incorporated into coding regions via intron inclusion, the 

addition of new exons, or the expansion of exon boundaries, they might also be 

incorporated via shifts in the position of the start (Lynch, Scofield, and Hong 2005) and 

stop codons. In yeast, the [PSI+] prion might facilitate the incorporation of sequences 
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beyond stop codons. [PSI+] is an epigenetically inherited aggregate of the Sup35 protein 

(Paushkin et al. 1996), which is involved in translation termination (Stansfield et al. 

1995; Zhouravleva et al. 1995). When [PSI+] appears, translation termination is impaired, 

and phenotypic variation is revealed as a consequence of the expression of sequences 

beyond stop codons (True and Lindquist 2000; True, Berlin, and Lindquist 2004; Wilson 

et al. 2005). Variation is “revealed” rather than created, since the effect of [PSI+] depends 

strongly on the genetic background (True and Lindquist 2000). [PSI+]-dependent 

phenotypes could be a consequence of the resurrection of pseudogenes that are normally 

disabled by premature stop codons (Harrison et al. 2002), the merging of two ORFs 

through readthrough translation (Harrison et al. 2002; Namy et al. 2003), or the addition 

of new coding sequence by the addition of 3' UTR to a single ORF (Namy, Duchateau-

Nguyen, and Rousset 2002). Some are also the result of nonstop mRNA decay (Wilson et 

al. 2005). Surprisingly, revealed variation need not be pathological, and can increase 

growth rates under a range of stressful conditions (True and Lindquist 2000). 

 

As an epigenetically inherited protein aggregate, [PSI+] can easily be lost after some 

generations (Cox, Tuite, and Mundy 1980). This returns the lineage to its normal [psi-] 

state and restores translation fidelity. If a subset of revealed phenotypic variation is 

adaptive, it will have lost its dependence on [PSI+] by this time (True, Berlin, and 

Lindquist 2004). The exact molecular mechanism of this genetic assimilation has not 

been elucidated since it occurs so rapidly (True, Berlin, and Lindquist 2004), but it may, 

for example, involve one or more point mutations in stop codons, leading to the 

incorporation of 3' UTR into the coding region. The revelation and genetic assimilation 
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of [PSI+]-mediated traits is believed to increase phenotypic evolvability in yeast (True 

and Lindquist 2000; Masel and Bergman 2003). The ability to form the [PSI+] prion is 

not restricted to Saccharomyces cerevisiae, but has instead been conserved over long 

evolutionary time periods (Chernoff et al. 2000; Kushnirov et al. 2000; Santoso et al. 

2000; Nakayashiki et al. 2001).  

 

Here we examine changes in the position of stop codons between closely related yeast 

species. If [PSI+] mediates the incorporation of 3' UTR into coding regions, this leads to 

two predictions. Firstly, we should find evidence for a large number of incorporation 

events during the evolution of closely related yeast species. Secondly, frame-preserving 

incorporation events should be more common in yeast than in other species such as 

mammals for which no [PSI+]-like mechanism is known. 

 

Materials and Methods 

 

Yeast data 

 

Genome sequences of S. cerevisiae, S. mikatae, S. bayanus and S. paradoxus were 

downloaded from the Saccharomyces Genome Database (Balakrishnan et al. 2005), 

together with ORF annotation using a release that was current as of 7/21/2005. The latter 

three genomes were originally sequenced by Kellis et al. (2003), but also include a 

number of substantial updates since first publication. For all four genomes, annotated 

ORFs marked dubious by SGD, lacking 3' UTR sequence, or not ending in a stop codon 
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were excluded. Additionally, since a minimum of 3 species is needed to identify the 

location of an event, only orthologs present in 3 or more species were used. In the event 

that SGD had annotated more than one ortholog in a given species, whichever one 

aligned best to S. cerevisiae or S. paradoxus was used. These exclusions reduced the total 

number of sequences from 24727 to 18490, organized into 4882 orthologous groups of 3 

or 4 species each. 

 

In order to check for genes for which the gene tree and species tree might not match (due, 

for example, to paralogy and lineage sorting), aligned sequences were fed into PAUP* 

(Swofford 2003) and groups of orthologous ORFs were deemed suspect if the species 

tree (Rokas et al. 2003) returned p<0.05 according to the Shimodaira-Hasegawa test 

(Shimodaira and Hasegawa 1999). However, only one gene gave a significant result of 

p=0.02, and this one gene had no variation in stop codon position. 

 

Alignments were performed on nucleic acids using POA (Lee, Grasso, and Sharlow 

2002) with default options. The included scoring matrix used +4 for all matches, -2 for a 

mismatch, a gap open penalty of 15 and a gap extension penalty of 2. When sections of 

alignments needed to be scored during analysis, the same scoring matrix and penalties 

were used, and scores were normalized for length. 

 

To locate potential stop codon change events, the 3' UTR of each gene was concatenated 

to the end of its ORF, and the orthologous group of sequences was aligned. The stop 

codons and trailing 3' UTR were then extracted. If stop codon position was inconsistent 
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across species, the aligned sequences between the first and last stop codon positions were 

extracted from each species and scored using the matrix specified above. Because short, 

unrelated sequences sometimes align well due to chance alone, multiple protocols were 

tested on randomly sampled sequences, to minimize the frequency of false positive 

alignments. Longer sequences were less likely to align well by chance, but more likely to 

contain a repetitive or other sequence element that aligns well for a reason. We obtained 

optimal results by using all sequence between the two stop codon positions in question, 

and additionally padding out in the 3' direction until a minimum of 18 bp was used. 

Setting a score threshold of 0.2 using the parameters described above, this resulted in 

rejection of 97.7% of aligned unrelated 3' UTR sequences during testing.  

 

Classification of events as additions or subtractions was performed using published 

phylogeny (Rokas et al. 2003) and maximum parsimony, as shown in Figure 1. 

Classification was implemented by noting the rank order of lengths (in bp and ignoring 

gaps) beyond the earliest terminating member for each ortholog family. Differences of 

less than 9 base pairs were ignored when ranking sequence lengths. The rank order data 

were then compared to a set of all observed combinations and classified accordingly.  

 

Finally, the classified results were cross checked against a list of known introns in S. 

cerevisiae. Introns are not annotated in Saccharomyces species other than S. cerevisiae, 

and several questionable stop codon annotations were identified that most likely 

correspond to a false stop codon located in an intron, rather than to a genuine change in 

stop codon position. All genes that showed both stop codon lability and contained an 
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intron in S. cerevisiae (Grate et al. 2000) were verified by hand, and a total of 7 stop 

codon shifts were rejected. 

 

Mammalian data 

 

The procedure developed in yeast was repeated on the human, mouse and rat genomes 

provided by the UCSC Genome Browser database. The databases used were the May 

2004 release of the human genome, the March 2005 mouse genome, and the June 2003 

rat genome. Orthologs were identified using data for all three mammal species provided 

by the Mouse Genome Database (Eppig et al. 2005). For each gene, we extracted the 

exon containing the annotated stop codon, and, when necessary, the subsequent exon. In 

order to ensure that exons were orthologous between genes, sequences downloaded in the 

previous step were aligned and scored as before in yeast. Exons scoring less than 0.2 

were rejected. 

 

Classification was conducted as in yeast, however with only 3 species, there are only two 

possible addition configurations and two possible subtraction configurations. 

 

Frame-preserving vs. non-frame-preserving addition events 

 

The 43 addition events on the S. cerevisiae and S. paradoxus branches, and the 67 

addition events on the mouse and rat branches were analyzed by hand. If the stop codon 

was disabled by a point mutation or other event that did not disrupt the reading frame of 
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the new stop codon, the gene was put into one category. If the new stop codon was in a 

different frame, the gene was put into a second category. Finally, 2 genes in yeast and 12 

in mammals were rejected from this portion of the analysis because frame identity was 

obscured by poor conservation or because a change in splicing was suspected such that 

the region around the ancestral stop codon had likely been spliced out. 

 

Error Rates in Yeast 

 

Sequencing errors, rather than true evolutionary change, may lead to apparent changes in 

stop codon location. In order to assess the prevalence of sequencing errors incorrectly 

altering stop codon annotation, the data sequenced by Kellis et al. (2003) was compared 

to an independent sequencing effort by Cliften et al. (2003) of S. mikatae and S. bayanus 

at 2x coverage. Although the Cliften data is at lower coverage, it is of sufficiently high 

quality to provide an effective check for a data set that is expected to be enriched for 

errors (see below). 

 

In order to exclude the possibility of differing annotation, a BLAST search for each ORF 

in the Kellis data was performed against the Cliften data. The stop codon location 

annotated by SGD was then compared to the aligned sequence in the Cliften data. 

Synonymous differences were ignored under the assumption that they may represent 

either polymorphisms or neutral evolution between the strains sequenced by the two 

groups. Additionally, the 48 bp immediately 5' of the stop codon were examined for 

frameshifts and the sequence was flagged as a mismatch if the annotated codon was out 
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of frame, or rejected entirely if insufficient base pairs were available in the alignment to 

determine the reading frame. 

 

False positive subtraction events are expected to be more common than false positive 

addition events because a sequencing error can easily create a subtraction by inserting a 

stop codon into any position along an ORF. However, to create an addition, a sequencing 

error must occur within the stop codon, or else a frameshift must occur in the right 

location to knock the real stop codon out of frame, but not introduce a new premature 

stop codon from another frame. This biased sequencing error rate parallels the mutational 

bias towards subtractions. 

 

Events occurring at S. mikatae were broken down into additions and subtractions in order 

to test the extent to which sequencing errors favor subtractions. These genes were then 

checked against the Cliften data to locate stop codon events that were not supported by 

both datasets. In S. mikatae 1 of 20 additions and 9 of 44 subtractions were not supported 

by a comparison to the Cliften data. This allows us to reject the null hypothesis that the 

proportion of errors of each type is equal in favor of the alternative hypothesis of 

subtraction-biased errors with p < 0.05. Subtraction errors are also more common in 

absolute terms, with p < 0.02. 

  

Just 67/3969=1.68% of stop codon positions in all available S. mikatae genes showed 

disagreement between the two data sets, with the majority likely to be sequencing errors 

in the Cliften data, due to its lower coverage. This illustrates the extent to which our 
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search for stop codon shifts enriches for errors, since the disagreement rate in gene 

undergoing stop codon shifts was (1+9)/(20+44)=15%. For this reason, when a stop 

codon shift is not validated by the Cliften data, we are able to assume that this is due to 

enrichment for errors in the Kellis data rather than an error the Cliften data used to verify 

it. 

 

Statistical analysis 

 

Confidence intervals on proportions were calculated as described by Clopper and Pearson 

(1934) and implemented at http://statpages.org/confint.xls by John Pezzullo. Differences 

between proportions were tested using a G-test of independence performed on 

contingency tables (Sokal and Rohlf 1995). 

 

Results 

 

Changes in the location of stop codons can correspond either to the addition of new 

coding regions during evolution, or to the subtraction of old coding regions. Additions 

represent the destruction of the terminal stop codon and the expansion of an ORF into the 

3' UTR. Subtractions represent the creation of a new stop codon prior to the terminal stop 

codon, causing translation to terminate prematurely. Here we use the terms “addition” 

and “subtraction” rather than “insertion” and “deletion”, since the events we consider 

need not involve the physical insertion or deletion of nucleotide sequence. 
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Both additions and subtractions were detected by aligning orthologous genes in related 

species to find those that differ in the location of their stop codon, and confirming that the 

additional 3' coding regions align well with 3' UTRs in the appropriate region, as 

described in Materials and Methods. Addition events can be distinguished from 

subtractions according to maximum parsimony, as shown in Figure 1, by referring to the 

known phylogeny of Saccharomyces (Rokas et al. 2003). Some changes in stop codon 

location cannot be classified as either additions or subtractions, either because they 

occurred on the ancestral branch, or because multiple events lead to more than one 

equally parsimonious way to interpret the data. 

 

The results of the classification process are presented in Figure 2A. Perhaps most striking 

is the high degree of stop codon lability in this closely related yeast clade. Out of 4882 

ortholog families with data suitable for analysis, 371 displayed both a change in stop 

codon position of at least 9 nucleotides and strong sequence conservation between the 

two stop codon locations. As described in Materials and Methods, we confirmed that this 

high degree of lability was not a consequence of sequencing errors by crosschecking 

results generated with one data set (Kellis et al. 2003) against an independent sequencing 

effort (Cliften et al. 2003). Using this approach, all genes with addition or subtraction 

events on the S. mikatae branch were found in the Cliften data. Through this independent 

verification, 1 addition out of 20 and 9 subtractions out of 44 were found to be 

sequencing errors, and were removed from the analysis. 
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Protein length is stable over the long term, possibly as a tradeoff between the metabolic 

costs vs. increased stability of longer proteins (Wang, Hsieh, and Li 2005). Since there is 

no evidence for a change in the total number of genes within the Saccharomyces lineages 

considered here, we expect a balance between all forms of addition to coding sequences 

and all forms of subtraction from coding sequences. Additions can take the form of 

insertions of nucleotide sequence, as well as incorporation of untranslated regions as 

studied here. Subtractions can take the form of deletions of nucleotide sequence, as well 

as the reversion of coding sequences to an untranslated state studied here. 

 

If gene duplication is sufficiently common, it could create a bias towards deletions and/or 

subtractions to maintain the long term stability of protein length. The fate of most 

duplicates is relaxed selection leading to partial or complete degeneration (Ohno 1970), 

typically through a series of small deletions (Kellis, Birren, and Lander 2004). Under 

relaxed selection, there is a strong mutational bias towards premature termination rather 

than stop codon removal. Premature stop codons play a major role in pseudogenation, 

and intermediate stages of either ongoing or partially reversed degeneration may be 

detectable as an elevated number of subtraction events relative to additions. This was 

observed in the yeast data: the ratio of additions/(additions+subtractions) = 74/(74+119) 

= 0.383 with a 95% confidence interval of 0.31-0.46. The confidence interval needed to 

be expanded to 99.9% confidence before it included 0.5.  

 

Note that subtraction events are more likely than additions to result from a sequencing 

error rather than a real evolutionary change (see Materials and Methods). We estimated 
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the likely effect of this bias on our results as follows. Given the small number of errors in 

S. mikatae, together with the higher quality of the S. cerevisiae data, we assume that S. 

cerevisiae is essentially free from errors. Stop codon changes on the common branch 

between S. mikatae and the divergence of S. paradoxus and S. cerevisiae are also highly 

unlikely to be errors, given that only a very narrow class of errors could create an event 

on this branch. Assuming that S. paradoxus has at most the same number of false 

positives as S. mikatae (which we believe to exaggerate the errors, given subjective 

experience with the quality of the data from the different species), we estimate one more 

addition and 9 more subtractions to be false. Ignoring the error associated with this 

estimate, this would give the proportion of additions as 73/(73+110) = 0.40 with a 95% 

confidence interval of 0.33-0.47, and so a significant subtraction bias is still observed. 

This confidence interval needed to be expanded to 99.3% confidence before it included 

0.5. 

 

To test whether the high level of stop codon lability might be a consequence of [PSI+] 

activity, we repeated the same analysis in mammals, using human, mouse, and rat 

sequences. The results are summarized in Figure 2B. Out of 5180 sets of orthologs 

suitable for analysis, we found evidence of 67 addition events, 108 subtraction events, 

and 267 events whose phylogeny could not be resolved. There was no significant 

difference in the proportion of additions/subtractions between yeast and mammals. The 

95% confidence interval on the ratio of additions/(additions+subtractions) in rodents is 

0.31-0.46, and needed to be expanded to 99.78% confidence before it included 0.5. The 
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high proportion of unresolved events can be attributed to the much greater evolutionary 

distance between humans and rodents than between mice and rats. 

 

The bias towards subtractions becomes still stronger when we consider the number of 

amino acids affected by stop codon changes rather than merely the number of events 

changing stop codon location. The average lengths of additions and subtractions in 

Saccharomyces branches other than the error-prone S. paradoxus branch are 11 and 18 

codons respectively, and the average lengths on the mouse branch (mouse has better 

quality sequence than rat) are 35 and 43 codons. In Figure 3 we see that the longer mean 

of subtractions can be entirely accounted for by a small number of very long subtractions, 

which are possibly part of the process of pseudogenation. For example, when the 1 yeast 

addition and 11 yeast subtractions longer then 42 codons are ignored, then the average 

length for both additions and subtractions is 9 codons. Since the Saccharomyces branches 

analyzed are close to error-free, these occasional long events are most likely real rather 

than a consequence of sequencing errors. 

 

It is possible that additions simply increase the length of the C-terminal tail, but do not 

damage domains, wherease subtractions may truncate a conserved domain and therefore 

destroy protein function. Using S. cerevisiae domain information from the SGD domain 

browser, we found that 13/55 subtractions not on a lineage leading to S. cerevisiae came 

within 3 amino acids of a domain and hence were likely to disrupt it, whereas 9/33 

additions on a lineage leading to S. cerevisiae came within 3 amino acids of a domain. 

Despite the larger size of a small category of subtraction events, there is no significant 
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difference between these proportions, showing that addition events are able to create or 

extend protein domains. 

 

The S. cerevisiae vs. S. paradoxus comparison exhibits a similar evolutionary divergence 

to mouse vs. rat (see more details below), so we now concentrate on these two pairs of 

species. On the S. cerevisiae vs. S. paradoxus branches alone, 43/4710=0.9% of the genes 

underwent an addition, while 69/4710=1.5% of the genes underwent a subtraction. 34 

genes were observed to have undergone a sequence of multiple stop codon events that 

could not be resolved, contributing additional stop codon variation. This high degree of 

lability compares to only 1-5 gene duplication events occurring during this time (Gao and 

Innan 2004). Given the average lengths of additions and subtractions, orthologous genes 

have on average 0.1 amino acids added through 3' UTR incorporation, 0.3 amino acids 

lost through nonsense mutations, and, given an average gene length of 486 amino acids, 

have 0.1-0.5 amino acids added through gene duplication. These figures, perhaps 

coincidently, yield approximately neutral balance before insertions, deletions and other 

events are considered. Note that most eukaryotes show a mutational bias towards 

deletions rather than insertions (Gregory 2004), although the existence and strength of 

this effect is not known for Saccharomyces (Byrnes, Morris, and Li 2006). 

 

In comparison, on the mouse/rat branches, using humans as an outgroup, 67/5180=1.3% 

of the genes have an addition while 108/5180=2.0% of the genes have a subtraction. 

Given the average lengths of additions and subtractions on the mouse lineage, 

orthologous genes on the mouse/rat branches have on average 0.45 amino acids added 
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through 3' UTR incorporation and 0.90 amino acids lost through nonsense mutations. As 

another point of reference, the rate of newly evolved exons on the mouse branch alone 

has been estimated 2695/79098=3%, although many of these new exons are minor forms 

with low expression levels (Wang et al. 2005). 

 

To see whether the apparently higher stop codon lability in rodents was due to increased 

divergence between this species pair, we compared a set of 406 genes for which 

orthologs existed in all species considered. Genes were selected by performing a BLAST 

search of each S. cerevisiae gene against each rat gene, and accepted only if a hit covered 

>80% of the mammal gene with an expect value of less than 10-20. In this comparable 

gene set, identity at 4-fold degenerate sites was 75% in yeast and 83% in rodents, 

showing that the higher rodent lability occurred despite lower neutral divergence. This is 

most likely due to relaxed selective constraint in rodents relative to yeast due to their 

smaller effective population size. In agreement with stronger selective constraint in yeast, 

the same set of genes had amino acid identity of 95% in both yeast and rodents. Note that 

this matched data set is biased towards conserved genes; taking all genes, the respective 

identities for Saccharomyces and rodents are 73.3% and 82.6% for 4-fold degenerate sites 

and 88.7% and 87.9% for amino acids. The same patterns are observed using either set of 

genes. 

 

If changes in stop codon position, are under the same selective constraint as other 

changes to the amino acid sequence, then we would expect equal stop codon lability in 

yeast and rodents, consistent with equal percent identity in amino acid sequence. Changes 
































